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Abstract
Active learning has not received much attention
in the field of human pose estimation compared
to image classification and object detection tasks.
In this paper, a practical active learning strategy,
currently under testing in an industrial online environment, is proposed. An overview of the implemented strategy is presented along with initial
results.

1. Introduction
The past decade has witnessed the rise of deep learning
(DL) and its applications in many domains including object
detection, image classification and natural language processing (LeCun et al., 2015; Dargan et al., 2019; Zhao et al.,
2019). Since then, both academia and industry have shifted
towards solutions based on DL, particularly in the field of
computer vision.
The success of DL is mostly seen in supervised learning
tasks where a large amount of annotated data is needed
to achieve good performance (Zhao et al., 2019). Even
with data augmentation, a relatively large amount of data
is needed for training deep models. Therefore, the datahungry nature of DL models limits its application and rapid
adaptation in domains where there is a little amount of data
available, or the time required to get adequate data sets with
annotations can be inefficient.
As the acquisition of data, large enough for the purpose, and
labelling them can be an expensive and laborious task, one
may consider applying an iterative approach to collect and
label the data. Active learning is a family of such techniques
to intelligently select data samples for annotation (Settles,
2009). These methods enable collaboration between a human and artificial intelligence (AI) to select a subset of data
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to be annotated without resorting to complete annotation or
purely random selection.
Active learning is applied in many domains of machine
learning and DL, such image classification (Kaushal et al.,
2019; Mottaghi & Yeung, 2019) and object detection
tasks (Sener & Savarese, 2017; Roy et al., 2018). The
ultimate goal in active learning is to reduce the annotation
and training effort/cost while making models as accurate as
possible with less amount of data. To achieve this, the data
to be annotated is sampled by an acquisition function and is
brought in front of an oracle (human annotator) to review
and perform the annotation.
There are two environments where active learning strategies
can be applied and tested: 1) online (live) and 2) offline
(simulated) environments (Kagy et al., 2019). In offline environments, there is already a pool of labeled data available
and the goal is to evaluate the performance of a sampling
strategy by using this labeled data pool. However, offline
settings ignore data labeling cost. On the other hand, in
live experiments, there is an annotation cost and sampling
is made directly from a pool of unlabeled data. The offline
environments are more common in active learning than the
online ones.
In this paper, an active learning strategy is presented for an
online environment for human pose detection task (Dang
et al., 2019). Compared to object detection and image classification tasks, the annotation cost is much higher as it requires to label a certain number of keypoints on the human
body image. For instance, COCO-style keypoint annotation
requires 18 keypoints to be labeled (COCO, 2020). In addition, research on human pose estimation and especially
evaluation of the methods suffers from errors arising from
missing annotations and keypoint localization errors during
the time of data annotations. Therefore, it is important to
get accurate annotations for each individual keypoint (Ruggero Ronchi & Perona, 2017).
To use active learning in this context, a hybrid approach
combining model-based uncertainty sampling and diversity
sampling is proposed. The method takes advantage of transfer learning and approximate nearest neighbors as parts of
the solution. The aims are as follows: 1) To achieve a reasonable level of accuracy for the pose-detection model with
as little data as possible, 2) to avoid adding another level
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of complexity, such as training another model for sampling,
to our training pipeline, 3) to reduce sampling time by using approximate nearest neighbors instead of exhaustive
search methods, and 4) to provide an analysis of practical
challenges in an online environment.
The paper is organized as follows: Section 2 reviews the
studies of active learning and human pose detection area.
Section 3 covers the proposed method in detail. Section 4
focuses on ongoing experiments as this is a work in progress
paper.

2. Related Work
Human pose estimation focuses on providing reliable human pose for a variety of applications, including person
tracking and analysis of sports activities, such as fitness applications (Cao et al., 2017; Dang et al., 2019). The widely
used framework in the field is OpenPose(Cao et al., 2018)
that is based on part affinity fields described in the work
by Cao et al. (2017). Other important studies apply image
pyramid networks (Chen et al., 2018), long-short-term memories (Artacho & Savakis, 2020) and different variation of
convolutional neural networks (CNNs) (Wei et al., 2016;
Golda et al., 2019) to improve the reliability of human detection. However, most of the models suffer from issues
described by Ruggero et al. (2017), such as localization
errors, background false positives, occlusion, crowded areas
and size of a person in an image.
Active learning is widely studied in the literature and
the methods used are well described in Burr Settle’s survey (2009). The recent book from Robert Munro (2020)
focuses on applications of active learning techniques in
DL models in particular. The techniques applied for active
learning are utilized under two categories: 1) pool-based
strategies and 2) query synthesizing strategies (Settles, 2009;
Budd et al., 2019).
The pool-based strategies use information, ensemble and
uncertainty based methods to select samples from an unlabeled data pool (Settles, 2009; Budd et al., 2019; Shao
et al., 2019). There are also methods proposed following
the Bayesian setting (Gal et al., 2017). As they embrace
Bayesian inference principles, they provide a solid foundation for the uncertainty estimation compared to more
traditional uncertainty approximation methods.
The query synthesizing strategies take advantage of variational autoencoders (VAEs) (Sinha et al., 2019; Mottaghi & Yeung, 2019) and generative adversarial networks
(GANs) (Zhu & Bento, 2017). The methods in this category rely on learning latent representation of both labeled
and unlabeled data for a discriminator module to classify
whether a given data sample is from labeled or unlabeled
data pool. This type of approaches are tested on offline en-

vironments and they are difficult to generalize in an online
setting. Besides, this would add another level of complexity
and cost by requiring an additional model to be trained on
both labeled and unlabeled data pool.
In the field of computer vision, active learning methods
are mainly studied and tested on image classification and
object detection tasks (Roy et al., 2018; Sener & Savarese,
2017). There is a limited number of studies that cover human pose detection tasks. Liu et al. (2017) studied active
learning for human pose detection. They applied uncertainty measurement and the principle of influence (Dutt Jain
& Grauman, 2016) for sampling. In their study, they used
convolutional pose machines (CPMs) (Wei et al., 2016) as
the pose model. A limitation of CPM-based methods is that
they provide heatmaps with the same resolution as image
size. This causes diffuse heatmaps and it is difficult to utilize
non-maximum suppression on these heatmaps. In contrast
to that, the model used in this study provides low-resolution
heatmaps (46x54) and it is more convenient to apply nonmaximum suppression on the heatmaps for selecting peak
points. In addition, Liu et al. focus on sampling image
which is most representative of a certain cluster. Here, the
focus is to get a more diverse sample with discriminative
features to generalize well in an online environment. The
sampling strategy used by Liu et al. in representative sampling stage is a greedy approach and requires an exhaustive
search. On the other hand, here the aim is to reduce our sampling time by using approximate nearest neighbors approach
together with t-SNE (Maaten & Hinton, 2008). More details
are given in sections 3 and 4.

3. Methods
The proposed active learning approach for human pose estimation is given in Figure 3. OpenPose-plus (Tensorlayer,
2020) is used as the pose model to develop, which is based
on the popular OpenPose framework (Cao et al., 2018). The
key difference is its flexibility and simplicity for applications. It also provides lightweight MobileNet and VGG-tiny
backbones for real-time inference. As there are no pretrained weights available for the model, it is trained from
scratch with initially annotated 2000 (2K) data samples.
3.1. Active Learning Strategy
The OpenPose-plus model provides confidence maps
(heatmaps) and part affinity fields (pafs). Heatmaps represent activation values of the last layer of the model and
pafs represent connection vectors between keypoints. Active learning is applied to the provided heatmaps as they
contain activation values. In total, there are 19 heatmaps
and 18 heatmaps correspond to a certain body point and one
to the background. Based on the heatmap activations, active
learning is carried module-by-module as follows (refer to
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to follow generalization error of the model on a validation set and stop training once the model performance
stops improving on a validation dataset.
After the training is completed, the active learning strategy
resumes based on the performance of the current model. In
our case, as the model is deployed in an online environment,
the procedure repeats itself occasionally depending on available unlabeled data size and available resources, such as the
oracle and/or hardware resources, to complete the task. The
whole procedure is an iterative process.
3.2. Performance Metrics
For evaluating the efficiency and usability of our strategy,
the following metrics are used after the training process:

Figure 1. An overview of the active learning procedure.

Algorithm 1 for a detailed flow of each module):
• Uncertainty Module: The module is responsible for
filtering data samples based on heatmap activation values. A lower activation value implies higher uncertainty.
• Transfer Learning Module: The module takes filtered data samples from the uncertainty module and
computes embedding features from a Resnet50 model,
which is trained on ImageNet data. Given the speed,
accuracy level and amount of operations required for a
single forward pass number in the Resnet50 model,
it is chosen to extract embedding features in our
case (Canziani et al., 2016).
• Diversity Sampling Module: The module takes the
filtered data samples with features from the transfer
learning module and constructs approximate nearest
neighbor tree (Spotify, 2020) to filter data samples
diversely. As the transfer learning module provides
high-dimensional embedding features, an approximate
nearest neighbor search is applied to reduce the subset
selection time.
• Oracle: This is an annotator (human) and responsible
for reviewing and annotating filtered data samples from
the diversity sampling module. Once the samples are
annotated, they are added to the training data.
• Training Module: The module takes recently annotated data and available training data together to resume
the training task. In our case, we applied early stopping
criteria to halt the training. Early stopping is a method

• Accuracy vs. the number of labels: This is a defacto metric used for evaluating active learning strategies (Sinha et al., 2019; Budd et al., 2019; Zhu & Bento,
2017).
• Stratified validation set accuracy vs. the number of
iterations: Validation set is sampled from the labeled
data pool in a stratified way to ensure that the validation
samples represent the current training data. This metric
is monitored each time a training task is performed on
the available training set.
• Training time ratio:

Subsett + Selectiont
T rainingt

where Subsett is subset training time, Selectiont is
subset selection time, and T rainingt is time of training on full data set.
3.3. Baseline Active Learning Methods
To compare the effectiveness of our model for human pose
estimation task, we will utilize the following methods to
sample the data:
• Random sampling
• Passive Sampling
More details are given in Section 4 for the method comparison.
In Algorithm 1, the symbols are as follows: DN is a data
set with N samples, HN ×R×C×19 consists of heatmaps
for each data sample with the dimension of R × C × 19
(46x54x19), thHM is the heatmap activation threshold to
be accepted as a high activation, thKP is the threshold for
the number of keypoints, Resnet50 is the model used for
transfer learning, Annoy (Spotify, 2020) is a module for
computing the approximate nearest neighbors and L is the
number diverse samples to be selected for the annotation.
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4. Experiments
Algorithm 1 Active Learning Procedure
Input: Data DN , ResNet50 ,Heatmaps HN ×R×C×19
function UncercaintySamplingModule
Input: Data DN , Heatmaps HN ×R×C×19 ,
heatmap threshold thHM , number of keypoints thKP
Initialize F ilterSetList
for i = 1 to N do
tmp count = 0
for j = 1 to 18 do
tmp h = ApplyNonMaxSupression(Hi×R×C×j )
tmp p = GetHeatPeaks(tmp h)
if tmp p < thHM then
tmp count+ = 1
end if
end for
if tmp count > thKP then
F ilterSetList.add(Di )
end if
end for
return F ilterSetList
end function
function TransferLearningModule
Input: Data F ilterSetListM , ResNet50
Initialize F eatureSetM ×F
for i = 1 to M do
tmp f = Resnet50.fit(F ilterSetListi )
F eatureSeti×F .add(tmp f )
end for
return F ilterSetList
end function
function DiversitySamplingModule
Input:
Data
F ilterSetListM ,
Feature
F eatureSetM ×F , Annoy Library Annoy, number of samples L
Initialize DissimilarM atM
T ree = Annoy.ConstructTree(F eatureSetM ×F )
DistanceM apM ×M = T ree.GetDistance()
for i = 1 to M do
DissimilarM ati = MAX(DistanceM api×M )
end for
DissimilarM atM .Sort()
F ilterIndices = DissimilarM atM .GetIndices(L)
return F ilterSetListM [F ilterIndices]
end function
main Main
UncercaintySamplingModule()
TransferLearningModule()
DiversitySamplingModule()
end main

The experiments are conducted in collaboration with a company that is doing person tracking and activity recognition. The data are provided by the company and there are
environment-dependent changes in the data, such as place,
lighting conditions and camera angle.
The OpenPose-plus model (Tensorlayer, 2020) is used with
the VGG-tiny backbone. A limited amount of data (2K)
was available to train the model, thus, data augmentation
was used to increase the original data set. This was done by
using rotation, translation, contrast, brightness and scaling
techniques.
In this section, we show the proposed sampling strategy on
the COCO validation set to qualitatively assess whether the
strategy picks diverse samples after the uncertainty sampling
procedure.
Uncertainty sampling is carried with the trained model on
the first batch of data provided by the company. In Figure 2, the samples with low and high activation from the
model outputs are shown. The heatmap threshold thHM
was set to 0.3 and the threshold for the number of keypoints
thKP was set to 6 after initial tests done in the development
environment of the company.
Once the uncertainty module is finished, the embedding
features of the size of 1x2048 are extracted for each selected sample by the transfer learning module. Next, diverse
samples are identified by the diversity sampling module.
Here, 20% of the samples are chosen to be annotated. The
chosen diverse samples from the COCO validation set is
demonstrated in Figure 3.

Figure 3. The results from diversity sampling module on the
COCO validation set. The images shown in color are the ones
chosen for the annotation based on approximate nearest neighbors
search.
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Figure 2. Examples of low and high heatmap activations. The first
row shows an image with a corresponding low activation values and
the second row demonstrates an image with a high activation. The
first image will be filtered by uncertainty module for annotation.

5. Discussion
In this study, an active learning strategy that is implemented
in an online development environment of the company was
proposed. The work is still ongoing and results will be
reported accordingly. Based on the initial quantitative assessments on COCO set, we can say that our approach is
able to select diverse samples successfully. We believe more
diverse samples enable us to get a more accurate pose model.
To validate this claim further, we will report ongoing test
results with the metrics described in Section 3.
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